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Deep learning is effective in classifying normal versus Age-related 
Macular degeneration using OCT images
Aaron Y. Lee. University of Washington, Seattle, WA.
Purpose: To determine if deep learning could be utilized to 
distinguish normal OCT images from images of patients with  
Age-related Macular Degeneration (AMD).
Methods: Automated extraction of an OCT imaging database was 
performed and linked to clinical endpoints from the EMR. OCT 
macular volumes were obtained by Heidelberg Spectralis, and each 
volume was linked to EMR clinical endpoints extracted from EPIC. 
The central 11 images were selected from each OCT volume of 
two cohorts of patients: normal and AMD. Cross-validation was 
performed using a random subset of patients. Receiver operator 
curves (ROC) were constructed at an independent image level, 
macular OCT volume level, and patient level.
Results: Of a recent extraction of 2.6 million OCT images linked 
to clinical datapoints from the EMR, 52,690 normal macular OCT 
images and 48,312 AMD macular OCT images were selected. A deep 
neural network was trained to categorize images as either normal 
or AMD. At the image level, we achieved an area under the ROC 
of 92.78% with an accuracy of 87.63%. At the OCT volume level, 
we achieved an area under the ROC of 93.83% with an accuracy of 
88.98%. At a patient level, we achieved an area under the ROC of 
97.45% with an accuracy of 93.45%. Peak sensitivity and specificity 
with optimal cutoffs were 92.64% and 93.69% respectively.
Conclusions: Deep learning techniques achieve high accuracy and is 
effective as a new image classification technique. These findings have 
important implications in utilizing OCT in automated screening and 
the development of computer aided diagnosis tools in the future.

Figure 1. Learning curve by cross validation (A). Loss function over 
iterations (B).

Figure 2. OCT images (A, B, C) with Age-Related Macular 
Degeneration. After occlusion based testing of deep learning 
algorithm a overlying heatmap of probabilities (D, E, F) were 
generated showing where deep learning was most dependent on to 
make the diagnosis of AMD.
Commercial Relationships: Aaron Y. Lee, Novartis (F)
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Classification of macular lesions using optical coherence 
tomography and an artificial neural network
Kunal K. Dansingani1, 7, Surya T. Devarakonda2, 
Kiran Vupparaboina3, 2, Soumya Jana2, Jay Chhablani4,  
K Bailey Freund5, 6, Orly Gal-Or5, 6, Sarra Gattoussi5, 6. 1Truhlsen 
Eye Institute, University of Nebraska Medical Center, Omaha, 
NE; 2Department of Electrical Engineering, Indian Institute of 
Technology, Hyderabad, India; 3Institute of Translational Research 
Engineering and Advancement of Technology, LV Prasad Eye 
Institute, Hyderabad, India; 4Vitreo-retinal Service, LV Prasad Eye 
Institute, Hyderabad, India; 5Vitreous Retina Macula Consultants 
of New York, New York, NY; 6LuEsther T Mertz Retinal Research 
Center, New York, NY; 7Vitreo-retinal Service, Moorfields Eye 
Hospital, London, United Kingdom.
Purpose: Within the diverse spectrum of macular disease, most 
disorders have a limited number of lesion subtypes which show 
characteristic configurations related to the underlying diagnosis. 
Artificial neural networks (ANNs) can be configured as function 
approximators and can be trained to classify appropriately coded 
data. This study evaluates the training and performance of an 
artificial neural network in classifying optical coherence tomography 
(OCT) scans of a subset of lesions frequently seen in central serous 
chorioretinopathy (CSC), and distinguishing them from scan samples 
from normal eyes.
Methods: Swept-source OCT scans of healthy eyes and eyes with 
CSC were acquired. Scan regions containing lesions of interest were 
cropped, labelled and resampled to a feature vector size of 900. 
Experiment 1: An ANN (5 hidden layers, 2 output nodes, sigmoid 
activation, learning rate 0.001, 25 epochs) was trained using 70% of 
the data samples and tested with the remaining 30%, to distinguish 
normal from abnormal samples. Samples in the training data set were 
replicated if they had been considered, during labelling, as highly 
exemplary of the lesions represented. Experiment 2: A similarly 
configured ANN (figure) was trained to classify OCT samples as 
normal, or containing either pigment epithelial detachment (PED), 
subretinal fluid (SRF) or both.
Results: Sample counts for training were 400,640 for normal and 
21,646 for abnormal data; 21,646 samples were taken randomly from 
normal data for each cross-validation step. Training performance is 
summarized in the figure. Experiment 1: Testing yielded an accuracy 
of 98.6 ±0.1%, sensitivity 98.0 ±0.1% and specificity 99.3 ±0.1% for 
distinguishing abnormal from normal scan samples. Experiment 2: 
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Sample counts for training were 99,928 for SRF and 19,357 for  
PED; 21,646 samples were taken randomly from normal data for 
each cross-validation step. Classification accuracy is summarised in 
the figure.
Conclusions: A sensitive and specific OCT feature classifier can be 
built using an ANN. Training may be accelerated by emphasising 
consistency in the formatting of input data and by accurate labelling 
of input features. The output data may be suitable for further 
classification to produce differential diagnostic probabilities. 
Acquisition of larger source data sets should reduce the need to 
replicate training data.

Commercial Relationships: Kunal K. Dansingani, None; 
Surya T. Devarakonda, None; Kiran Vupparaboina, None; 
Soumya Jana, None; Jay Chhablani, None; K Bailey Freund, 
Genentech (C), Optos (C), Heidelberg Engineering (C), Optovue (C), 
Bayer Healthcare (C); Orly Gal-Or; Sarra Gattoussi, None
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Computer aided diagnosis of age-related macular degeneration in 
3D OCT images by deep learning
Yalin Zheng1, 2, Bryan M. Williams1, Harry Pratt1,  
Baidaa Al-Bander3, 1, Xiangqian Wu4, Yitian Zhao5, 1. 1Department 
of Eye and Vision Science, University of Liverpool, Liverpool, 
United Kingdom; 2St Paul’s Eye Unit, Royal Liverpool University 
Hospital, Liverpool, United Kingdom; 3Department of Electrical 
Engineering and Electronics, University of Liverpool, Liverpool, 
United Kingdom; 4School of Computer Science and Technology, 
Harbin Institute of Technology, Harbin, China; 5School of Optics and 
Electronics, Beijing Institute of Technology, Beijing, China.
Purpose: Three-dimensional (3D) optical coherence tomography 
(OCT) images are increasingly used in the management of eye 
disease, yet there has been no corresponding increase in the 
availability of software tools to support the analysis of large amounts 
of 3D OCT data. We propose a new computer aided diagnosis 
(CADx) model based on deep learning for automatic diagnosis of 
eye disease in 3D OCT images and demonstrate its performance with 
an application to the diagnosis of age-related macular degeneration 
(AMD).
Methods: 384 3D spectral domain (SD)-OCT images (269 
intermediate AMD and 115 normal eyes, one image per eye) from a 
public dataset provided by Duke University were used. 324 randomly 
chosen images (228 AMD and 96 normal) were used to train the 
deep learning CADx model while the remainder were reserved for 
testing the model. The VGG-M network was adopted here for the 
purpose of classification which comprises 5 convolution layers, 5 
max pooling layers, and 3 full connection layers. A cross entropy 
function was used as the cost function to train the network. Drop-
out (ratio 0.5) was used in order to reduce the problem of overfitting 
during training. The training images were augmented by applying 
horizontal flipping and random rotation (range 0-10 degrees) to the 
original image in order to improve classification performance. A class 
weight (1 to 3 with a step of 0.5) was applied to the normal class to 
alleviate classification problems associated with imbalanced datasets. 
Sensitivity, specificity and accuracy of classification were used to 
evaluate the performance of the trained model.
Results: The sensitivity, specificity and accuracy of the best model 
with data augmentation and class weighting were 0.927, 0.821 and 
0.893 respectively. These results were significantly higher than those 
of the correspondence model without data augmentation (p<0.0001). 
The specificity (resp. sensitivity) value increases (resp. decreases) 
with the increase of the class weight. The model with a weighting 
value 2.5 yields the best accuracy (p<0.001 when compared to the 
model without class weighting).
Conclusions: Our results have demonstrated that deep learning 
based CADx models can provide very encouraging classification 
performance for the diagnosis of AMD. The developed model could 
be further developed and validated with large datasets in order to 
support the management of eye disease.
Commercial Relationships: Yalin Zheng, None; 
Bryan M. Williams, None; Harry Pratt, None; Baidaa Al-Bander, 
None; Xiangqian Wu, None; Yitian Zhao, None
Support: NVIDIA Inc for sponsoring the K40 GPU card
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A deep learning approach for automatic identification of  
referral-warranted diabetic retinopathy
Theodore Leng, Rishab Gargeya. Byers Eye Institute at Stanford, 
Stanford University School of Medicine, Palo Alto, CA.
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Purpose: Diabetic retinopathy (DR) is one of the leading causes 
of preventable blindness globally. Performing retinal screening 
exams on all diabetic patients is an unmet need, and there are many 
undiagnosed and untreated cases of DR.
Methods: A fully automated deep learning algorithm was designed 
for streamlined DR detection. The algorithm processed color 
fundus images and classified them as healthy (no retinopathy) or 
having DR. A total of 75,137 publicly available fundus images from 
diabetic patients were used to train and test the model. A panel of 
retinal specialists determined the ground truth for our dataset prior 
to experimentation. We also validated our model using the public 
MESSIDOR and E-Ophtha MA image databases. Information 
learned in our algorithmic pipeline was readily visualized through 
an abnormality heat-map, highlighting sub-regions within the input 
fundus images for further clinical review.
Results: Our model achieved a 0.97 Area Under the Curve (AUC) 
with a 94% and 98% sensitivity and specificity on 5-fold cross 
validation using our local dataset. Testing against the independent 
MESSIDOR and E-Ophtha MA databases for external validation, our 
model achieved a 0.99 and 0.96 AUC score, respectively. We also 
showed that our complete algorithmic pipeline could process fundus 
images in seconds on commonly available computer processors 
with a mean runtime performance of 6 to 8 seconds, requiring no 
specialized computer equipment to process images.
Conclusions: We showed that a fully data-driven artificial 
intelligence-based grading algorithm can be used to screen fundus 
photos taken from diabetic patients and identify with high reliability 
which cases should be referred to an ophthalmologist for further 
evaluation and treatment. The implementation of such an algorithm 
on a global basis could drastically reduce the rate of vision-loss 
attributed to DR.

(A) The integration of our algorithm in a real diagnostic workflow. 
(B) An abstraction of the Deep Neural Network. We extracted 
features from the Global Average Pool Layer for a total of 1024 deep 
features. (C) The mean ROC curve derived from five-fold cross-
validation. The dotted line represents the tradeoff due to random 
chance. The blue curve represents the model’s tradeoff, with the blue 
dot marking the threshold point yielding a sensitivity and specificity 
of 94% and 98%, respectively.
Commercial Relationships: Theodore Leng, None; 
Rishab Gargeya, None
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How to Distill Disease-Differentiating, Quantitative Phenotypic 
Patterns from OCT Data
S Scott Whitmore2, 1, Kyungmoo Lee3, Adam P. DeLuca2, 1, 
Young H. Kwon2, 1, Jeremy M. Hoffman2, 1, Jennifer A. Halder2, 1, 
Robert F. Mullins2, 1, Todd E. Scheetz2, 1, Edwin M. Stone2, 1, 
Michael D. Abramoff2, 3. 1Ophthalmology & Visual Sciences, The 
University of Iowa, Iowa City, IA; 2Stephen A. Wynn Institute for 
Vision Research, The University of Iowa, Iowa City, IA; 3Iowa 
Institute for Biomedical Imaging, The University of Iowa, Iowa  
City, IA.
Purpose: The widespread adoption of ocular coherence tomography 
(OCT) has provided retina clinics with large collections of three-
dimensional image data; however, identifying clinically relevant, 
disease-specific phenotypic patterns remains challenging. We present 
a computational workflow for identifying phenotypic patterns from 
curated OCT datasets, applied to patients with molecularly confirmed 
mutations in CRB1 and RS1 (see figure).
Methods: Research-consented subjects were recruited for IRB-
approved studies in accordance with the tenets of the Declaration 
of Helsinki. We retrospectively analyzed OCT data from subjects 
with CRB1 mutations (n=15), subjects with RS1 mutations (n=12), 
and control subjects (n=15). We segmented 11 retinal layers using 
the Iowa Reference Algorithms and computed mean layer thickness 
values across the 9-region ETDRS grid. Using the 99 layer-by-region  
values for each patient, we performed principal component analysis 
to identify major patterns of variation and constructed a set of 
multinomial logistic regression models to predict the genotype 
of every patient. To facilitate our computational workflow, we 
developed ‘heyexr’, a open-source software package for the  
R programming language with functions for importing, transforming, 
and visualizing Heidelberg data and Iowa Reference Algorithms 
segmentation files.
Results: The first principal component captures most of the variation 
in the outer zone of the outer segment and the ellipsoid zone of the 
inner segments, whereas the second principal component captures 
the variation in the thickness of the inner nuclear layer. Of the 
logistic regression models we tested, the combination of the first 
four principal components maximized the overall accuracy to predict 
patient group (accuracy = 93%; 95% confidence interval, 81-99%; p 
= 1.2×10−14) while minimizing the information lost in modeling.
Conclusions: We successfully distilled disease-differentiating 
patterns from OCT data, illustrating the utility of our computational 
workflow. Our ‘heyexr’ package is available on GitHub  
(https://github.com/barefootbiology/heyexr).
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Machine Learning-assisted Automated Quantification of Foveal 
Avascular Zone Parameters and Perifoveal Capillary Density 
of Prototype and Commercial Optical Coherence Tomography 
Angiography (OCT-A) Platforms in Healthy and Diabetic Eyes
Forson Chan2, Zaid Mammo1, Morgan L. Heisler3, Chandra Bala4, 5, 
Pavle Prentasic6, Gavin Docherty1, Sanjeeva Rajapakse2, 
Sven Loncaric6, Andrew Merkur1, Andrew Kirker1, David Albiani1, 
Mirza F. Beg3, Marinko V. Sarunic3, Eduardo Navajas1. 
1Ophthalmology and Visual Science, University of British Columbia, 
Vancouver, BC, Canada; 2Faculty of Medicine, University of British 
Columbia, Vancouver, BC, Canada; 3School of Engineering Science, 
Simon Fraser University, Burnaby, BC, Canada; 4Department of 
Physiology and Pharmacology, University of Western Australia, 
Nedlands, WA, Australia; 5Vitreous Retina Macula Consultants of 
New York, New York, NY; 6University of Zagreb, Zagreb, Croatia.
Purpose: To demonstrate the utility of an automated method in 
quantifying foveal avascular zone (FAZ) parameters and perifoveal 
capillary density of OCT-A images in healthy eyes and eyes with 
diabetic retinopathy (DR).

Methods: 74 OCT-A images of the foveal region were acquired using 
either a 1060nm Swept-Source OCT prototype or the commercially 
available RTVue XR Avanti system (Optovue, Inc). 21 healthy eyes 
and 9 eyes with DR were imaged on the prototype system, while 
32 healthy and 9 with DR were imaged on the commerical system. 
The microvasculatures in the enface angiograms were then manually 
segmented by two blinded, trained raters. Automated segmentation 
classified each pixel as a vessel or non-vessel class using deep neural 
networks (DNNs). FAZ morphometric parameters (area, min/max 
diameter, and eccentricity) and perifoveal capillary density were used 
as outcome measures for the image processing pipeline.
Results: The accuracy (healthy: 0.80, DR: 0.83), sensitivity (healthy: 
0.76, DR: 0.76) and specificity (healthy: 0.87, DR: 0.91) of the 
algorithm on the commercial system was comparable to the accuracy 
(healthy: 0.80, DR: 0.82), sensitivity (healthy: 0.81, DR: 0.72) 
and specificity (healthy: 0.79, DR: 0.87) on the prototype system 
(Figure 1). Comparing manual and automated segmentations, no 
statistically significant difference existed between the means of 
any FAZ morphometric parameters or perifoveal capillary density 
in either system. Correlation of these clinical measures between 
automated and manual segmentations was strong for the commercial 
system (r>0.7, p<0.01) but poorer for the prototype. Eyes with DR 
had significantly lower perifoveal capillary density (p<0.01), greater 
maximum diameter (commercial p=0.031, prototype p<0.01), and 
greater eccentricity (p<0.01) compared to healthy eyes.
Conclusions: The DNN based automated segmentation of OCT-A 
may be suitable for both commercial and research purposes for better 
characterization of the FAZ and quantification of the retinal capillary 
density in healthy subjects and in subjects with retinal vascular 
disease.

Figure 1. Samples images of healthy eyes from the prototype and 
commercial OCT-A systems, with corresponding manual and 
automated vessel segmentations. Automatic segmentations had  
80-83% accuracy.
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